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Introduction



Symmetric-Key: Authentication and Encryption

K
←−−−−−−−−−−−−−−−−−−−−−−−−−−−−→

K

−−→ ←−−

• Two parties, Alice and Bob, want to communicate over a public channel

• They have agreed on a secret key K, used to protect their messages

• Eve may try to eavesdrop, tamper with, or disrupt this communication

• This leads to two core security goals:

• Confidentiality: Eve learns nothing about the message contents

• Authenticity: Manipulation/replay/delay of messages is detected
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Symmetric-Key Algorithms (Non-Exhaustive, With Some Examples)

Hash Function/PRF

Encryption MAC

Authenticated

Encryption

Functionalities

AES-CTR

AES-HCTR2

HMAC-SHA2

AES-CMAC

AES-OCB, AES-GCM,

AES-HCTR2-Ete

Combine both (e.g., Encrypt-then-MAC)

SHA-2, SHA-3

Ascon-Hash

stream encryption

truncate output / HMAC-[HASH]

Permutation (Tweakable) Block Cipher Building Blocks

Keccak-f, Ascon-p AES, DES
Even-Mansour

XTS-[BC]

construction/mode of operation

(dedicated designs also exist)

Sponge Merkle-Damg̊ard x

Davies-Meyer [BC]-CTR

Accordion

[BC]-CBC-MAC

OCB, [BC]-GCM

Common Design Patterns

4 / 80



Symmetric-Key Algorithms (Non-Exhaustive, With Some Examples)

Hash Function/PRF

Encryption MAC
Authenticated

Encryption
Functionalities

AES-CTR

AES-HCTR2

HMAC-SHA2

AES-CMAC

AES-OCB, AES-GCM,

AES-HCTR2-Ete

Combine both (e.g., Encrypt-then-MAC)

SHA-2, SHA-3

Ascon-Hash

stream encryption

truncate output / HMAC-[HASH]

Permutation (Tweakable) Block Cipher Building Blocks

Keccak-f, Ascon-p AES, DES
Even-Mansour

XTS-[BC]

construction/mode of operation

(dedicated designs also exist)

Sponge Merkle-Damg̊ard x

Davies-Meyer [BC]-CTR

Accordion

[BC]-CBC-MAC

OCB, [BC]-GCM

Common Design Patterns

4 / 80



Symmetric-Key Algorithms (Non-Exhaustive, With Some Examples)

Hash Function/PRF

Encryption MAC
Authenticated

Encryption
Functionalities

AES-CTR

AES-HCTR2

HMAC-SHA2

AES-CMAC

AES-OCB, AES-GCM,

AES-HCTR2-Ete

Combine both (e.g., Encrypt-then-MAC)

SHA-2, SHA-3

Ascon-Hash

stream encryption

truncate output / HMAC-[HASH]

Permutation (Tweakable) Block Cipher Building Blocks

Keccak-f, Ascon-p AES, DES
Even-Mansour

XTS-[BC]

construction/mode of operation

(dedicated designs also exist)

Sponge Merkle-Damg̊ard x

Davies-Meyer [BC]-CTR

Accordion

[BC]-CBC-MAC

OCB, [BC]-GCM

Common Design Patterns

4 / 80



Symmetric-Key Algorithms (Non-Exhaustive, With Some Examples)

Hash Function/PRF Encryption MAC
Authenticated

Encryption
Functionalities

AES-CTR

AES-HCTR2

HMAC-SHA2

AES-CMAC

AES-OCB, AES-GCM,

AES-HCTR2-Ete

Combine both (e.g., Encrypt-then-MAC)

SHA-2, SHA-3

Ascon-Hash

stream encryption

truncate output / HMAC-[HASH]

Permutation (Tweakable) Block Cipher Building Blocks

Keccak-f, Ascon-p AES, DES
Even-Mansour

XTS-[BC]

construction/mode of operation

(dedicated designs also exist)

Sponge Merkle-Damg̊ard x

Davies-Meyer [BC]-CTR

Accordion

[BC]-CBC-MAC

OCB, [BC]-GCM

Common Design Patterns

4 / 80



Symmetric-Key Algorithms (Non-Exhaustive, With Some Examples)

Hash Function/PRF Encryption MAC
Authenticated

Encryption
Functionalities

AES-CTR

AES-HCTR2

HMAC-SHA2

AES-CMAC

AES-OCB, AES-GCM,

AES-HCTR2-Ete

Combine both (e.g., Encrypt-then-MAC)

SHA-2, SHA-3

Ascon-Hash

stream encryption

truncate output / HMAC-[HASH]

Permutation (Tweakable) Block Cipher Building Blocks

Keccak-f, Ascon-p AES, DES
Even-Mansour

XTS-[BC]

construction/mode of operation

(dedicated designs also exist)

Sponge Merkle-Damg̊ard x

Davies-Meyer [BC]-CTR

Accordion

[BC]-CBC-MAC

OCB, [BC]-GCM

Common Design Patterns

4 / 80



Symmetric-Key Algorithms (Non-Exhaustive, With Some Examples)

Hash Function/PRF Encryption MAC
Authenticated

Encryption
Functionalities

AES-CTR

AES-HCTR2

HMAC-SHA2

AES-CMAC

AES-OCB, AES-GCM,

AES-HCTR2-Ete

Combine both (e.g., Encrypt-then-MAC)

SHA-2, SHA-3

Ascon-Hash

stream encryption

truncate output / HMAC-[HASH]

Permutation (Tweakable) Block Cipher Building Blocks

Keccak-f, Ascon-p AES, DES
Even-Mansour

XTS-[BC]

construction/mode of operation

(dedicated designs also exist)

Sponge Merkle-Damg̊ard x

Davies-Meyer [BC]-CTR

Accordion

[BC]-CBC-MAC

OCB, [BC]-GCM

Common Design Patterns

4 / 80



Symmetric-Key Algorithms (Non-Exhaustive, With Some Examples)

Hash Function/PRF Encryption MAC
Authenticated

Encryption
Functionalities

AES-CTR

AES-HCTR2

HMAC-SHA2

AES-CMAC

AES-OCB, AES-GCM,

AES-HCTR2-Ete

Combine both (e.g., Encrypt-then-MAC)

SHA-2, SHA-3

Ascon-Hash

stream encryption

truncate output / HMAC-[HASH]

Permutation (Tweakable) Block Cipher

Building Blocks

Keccak-f, Ascon-p AES, DES
Even-Mansour

XTS-[BC]

construction/mode of operation

(dedicated designs also exist)

Sponge Merkle-Damg̊ard x

Davies-Meyer [BC]-CTR

Accordion

[BC]-CBC-MAC

OCB, [BC]-GCM

Common Design Patterns

4 / 80



Symmetric-Key Algorithms (Non-Exhaustive, With Some Examples)

Hash Function/PRF Encryption MAC
Authenticated

Encryption
Functionalities

AES-CTR

AES-HCTR2

HMAC-SHA2

AES-CMAC

AES-OCB, AES-GCM,

AES-HCTR2-Ete

Combine both (e.g., Encrypt-then-MAC)

SHA-2, SHA-3

Ascon-Hash

stream encryption

truncate output / HMAC-[HASH]

Permutation (Tweakable) Block Cipher Building Blocks

Keccak-f, Ascon-p AES, DES

Even-Mansour

XTS-[BC]

construction/mode of operation

(dedicated designs also exist)

Sponge Merkle-Damg̊ard x

Davies-Meyer [BC]-CTR

Accordion

[BC]-CBC-MAC

OCB, [BC]-GCM

Common Design Patterns

4 / 80



Symmetric-Key Algorithms (Non-Exhaustive, With Some Examples)

Hash Function/PRF Encryption MAC
Authenticated

Encryption
Functionalities

AES-CTR

AES-HCTR2

HMAC-SHA2

AES-CMAC

AES-OCB, AES-GCM,

AES-HCTR2-Ete

Combine both (e.g., Encrypt-then-MAC)

SHA-2, SHA-3

Ascon-Hash

stream encryption

truncate output / HMAC-[HASH]

Permutation (Tweakable) Block Cipher Building Blocks

Keccak-f, Ascon-p AES, DES

Even-Mansour

XTS-[BC]

construction/mode of operation

(dedicated designs also exist)

Sponge Merkle-Damg̊ard x

Davies-Meyer [BC]-CTR

Accordion

[BC]-CBC-MAC

OCB, [BC]-GCM

Common Design Patterns

4 / 80



Symmetric-Key Algorithms (Non-Exhaustive, With Some Examples)

Hash Function/PRF Encryption MAC
Authenticated

Encryption
Functionalities

AES-CTR

AES-HCTR2

HMAC-SHA2

AES-CMAC

AES-OCB, AES-GCM,

AES-HCTR2-Ete

Combine both (e.g., Encrypt-then-MAC)

SHA-2, SHA-3

Ascon-Hash

stream encryption

truncate output / HMAC-[HASH]

Permutation (Tweakable) Block Cipher Building Blocks

Keccak-f, Ascon-p AES, DES
Even-Mansour

XTS-[BC]

construction/mode of operation

(dedicated designs also exist)

Sponge Merkle-Damg̊ard x

Davies-Meyer [BC]-CTR

Accordion

[BC]-CBC-MAC

OCB, [BC]-GCM

Common Design Patterns

4 / 80



Symmetric-Key Algorithms (Non-Exhaustive, With Some Examples)

Hash Function/PRF Encryption MAC
Authenticated

Encryption
Functionalities

AES-CTR

AES-HCTR2

HMAC-SHA2

AES-CMAC

AES-OCB, AES-GCM,

AES-HCTR2-Ete

Combine both (e.g., Encrypt-then-MAC)

SHA-2, SHA-3

Ascon-Hash

stream encryption

truncate output / HMAC-[HASH]

Permutation (Tweakable) Block Cipher Building Blocks

Keccak-f, Ascon-p AES, DES
Even-Mansour

XTS-[BC]

construction/mode of operation

(dedicated designs also exist)

Sponge Merkle-Damg̊ard x

Davies-Meyer [BC]-CTR

Accordion

[BC]-CBC-MAC

OCB, [BC]-GCM

Common Design Patterns

4 / 80



Symmetric-Key Algorithms (Non-Exhaustive, With Some Examples)

Hash Function/PRF Encryption MAC
Authenticated

Encryption
Functionalities

AES-CTR

AES-HCTR2

HMAC-SHA2

AES-CMAC

AES-OCB, AES-GCM,

AES-HCTR2-Ete

Combine both (e.g., Encrypt-then-MAC)

SHA-2, SHA-3

Ascon-Hash

stream encryption

truncate output / HMAC-[HASH]

Permutation (Tweakable) Block Cipher Building Blocks

Keccak-f, Ascon-p AES, DES
Even-Mansour

XTS-[BC]

construction/mode of operation

(dedicated designs also exist)

Sponge Merkle-Damg̊ard x

Davies-Meyer [BC]-CTR

Accordion

[BC]-CBC-MAC

OCB, [BC]-GCM

Common Design Patterns

4 / 80



Security Arguments (1/3)

• To trust a cryptographic scheme, we need confidence it cannot be broken; ideally

we would like a proof of that

• Unfortunately we cannot prove the security of most cryptosystems directly

(No full security proof for SHA-2, SHA-3, AES-CTR, . . . )

• In practice, we rely on two complementary approaches:

(1) Cryptanalysis: extensively attack the building block, the algorithm, and/or

the construction

(2) Provable Security: prove security under some assumptions on the building

block/adversary
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Security Arguments (2/3)

Cryptanalysis:

• Generic attacks:

• Attack the mode/construction assuming the primitive is ideal

• Other side of the coin of provable security: tightness of bound

• Attacks on the primitive/entire algorithm:

• Confidence = years of public extensive cryptanalysis (e.g., AES)

• Common toolbox: differential, linear, integral, algebraic. . .

• Security margin: #rounds attacked vs. #rounds of the cipher

• No time today, see this very nice course

6 / 80

https://www.isec.tugraz.at/course/cryptanalysis-705011-sommersemester-2026/
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Security Arguments (3/3)

Provable Security:

• Roughly, the assumption is that the primitive is strong enough

• Two flavors:

• Standard model: “If B is secure, then mode[B] is secure”, or

Advsec-model
mode[B] (A) ≤ some terms+Advother-sec-model

B (A′)

• Ideal model: replaces B with an ideal object (e.g. random oracle):

Advsec-model
mode[ideal-B](A) ≤ some terms (do not depend on B)

• A security proof holds only with adversaries captured by the security model! (e.g.,

key-commitment)

7 / 80
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Security Models (In Our Use-Case)

A → output

Oracles

queries

• An adversary A is an algorithm interacting with a collection of oracles

• Oracles model what A can do in practice: encrypt, decrypt, query the primitive

(ideal model), . . .

• A makes queries, then outputs something. It wins if its output satisfies some

winning condition (manage to decrypt, finding a preimage, . . . )

• We call the (normalized) probability that it wins the advantage

• Security := the advantage is negligible ∀A with reasonable resources (running

time, number of queries, . . . )
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Example: Block Cipher Security (Keyed Setting)

EM ∈ {0, 1}n

K ∈ {0, 1}k

C ∈ {0, 1}n E−1C ∈ {0, 1}n

K ∈ {0, 1}k

M ∈ {0, 1}n

What would we informally expect from a “good” block cipher, used

with a secret key?
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(S)PRP Security (1/4)

A

E(K, ·) E

• PRP security implies protection against many concrete attacks at once

• E(K, ·), for some random, secret key K, should be indistinguishable from a

random permutation E

• At the beginning of security game; b′
$←− {0, 1}, if b′ = 0 implement leftmost

oracle, else rightmost

• The adversary A outputs a bit b reflecting its guess with which world it lives in

10 / 80
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(S)PRP Security (2/4)

A

Case b′ = 0 Case b′ = 1

E(K, ·) E

• A wins if its guess was correct, so we want to define

AdvPRP
E (A) = Pr

(
b = b′

)

• But a dummy adversary wins with probability 1/2

• Workaround: normalize the advantage:

AdvPRP
E (A) = |2Pr (b = b′)− 1|

=
∣∣∣Pr

(
AE(K,·) → 1 : K

$←− {0, 1}k
)
−Pr

(
AE → 1 : E $←− Perms({0, 1}n)

)∣∣∣
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(S)PRP Security (3/4)

A

E(K, ·) E

Adv

S

PRP
E (A) =

∣∣∣Pr
(
AE(K,·) → 1 : K

$←− {0, 1}k
)
−Pr

(
AE → 1 : E $←− Perms({0, 1}n)

)∣∣∣

• SPRP security model: also give inverse access to E−1(K, ·)
• A’s resources: number of oracle queries D (online complexity) and running time

T (offline complexity)
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(S)PRP Security (4/4)

• Ideally: advantage close to 0 for any adversary with “reasonable” T and D. The

adversary can always recover the key, so the best we could hope for is

Advind(A) ≤
≈

T

2k
(∗)

=⇒ need a sufficiently large key size, to rule out exhaustive search

• (∗) believed to hold for AES (no proof of that!)
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Indistinguishability and Proofs



Indistinguishability

The principle of comparing an algorithm to its idealized version is handy. The

underlying type of security game is named indistinguishability game

A

Real world (WR) Ideal world (WI )

O I

→ b ∈ {0, 1}

b′ = 0 if real world, else b′ = 1

Advind
WR;WI

(A) =
∣∣∣Pr

(
AO → 1 : O $←− O

)
−Pr

(
AI → 1 : I $←− I

)∣∣∣
Key features: triangle inequality and compositions
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Information-Theoretic Adversaries

In security proofs, we often end up with information-theoretic adversaries:

• Unlimited computational power

• The only resource we measure is their number of oracle queries

• Not realistic, but this is what remains after a security reduction (replace EK by a

random permutation) or in an idealized model

But not for the (S)PRP security of a concrete block cipher: with a few queries,

an unbounded adversary tries all 2k keys and recovers K

=⇒ we must also bound its running time
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Indistinguishability and Statistical Distance

A

O I

• The whole interaction between the adversary and the oracles can be summarized

into a transcript τ ; an ordered list containing all (input, outputs)

• The adversaries can be assumed to be deterministic without loss of generality

Statistical Distance Formulation. Omitting for readability the probability space:

∆A(WR;WI) :=
1

2

∑
τ

∣∣Pr
(
AO produces τ

)
−Pr

(
AI produces τ

)∣∣ ,
For a set D of information-theoretic distinguishers with a fixed query budget, we have

max
A∈D

Advind
WR;WI

(A) = max
A∈D

∆A(WR;WI)

=⇒ equivalent when maximizing over all adversaries with a given query budget
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The Birthday Bound

• Shows up everywhere

• Suppose we have two lists L1, L2 of n-bit random elements, and want to upper

bound probability to get a collision:

x1

x2

· · ·
x#L1

y1

y2

· · ·
y#L2

L1 L2

• An upper bound to get a collision is given by a union bound:

Pr (col) ≤
∑
i1,i2

Pr (L1[i1] = L2[i2]) =
#L1#L2

2n

• What about collisions within a single list L?

Pr (col) ≤ (#L
2 )
2n = #L(#L−1)

2n+1
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Example: PRP/PRF Switching Lemma (1/3)

Happens frequently as an intermediate step in security proofs

A

RP RF

P F

• P : {0, 1}n → {0, 1}n is a random permutation (forward queries only)

• F : {0, 1}n → {0, 1}n is a random function

• The adversary makes at most q queries that we assume to be fresh without loss of

generality

• Proof using the fundamental lemma of game-playing [BR06]
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Example: PRP/PRF Switching Lemma (2/3)

RP :

P
$←− Perm(n)

Input x : return P (x)

⇕
LRP : on fresh input x,

y
$←− {0, 1}n \ T

T ← T ∪ {y}
return y

RF :

F
$←− Fun(n, n)

Input x : return F (x)

⇕
LRF : on fresh input x,

y
$←− {0, 1}n

T ← T ∪ {y}
return y

• Lazy sampling : instead of sampling P (or F ) once and for all at the beginning,

sample each output on-the-fly (T initialized to empty)

• Does not change the distribution, so Advind
RP;RF(A) = Advind

LRP;LRF(A)

19 / 80
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Example: PRP/PRF Switching Lemma (3/3)

On a fresh input x,

LRP:

y
$←− {0, 1}n \ T

T ← T ∪ {y}
return y

LRP’:

y
$←− {0, 1}n

If y ∈ T

— set bad

— y
$←− {0, 1}n \ T

T ← T ∪ {y}
return y

LRF’:

y
$←− {0, 1}n

If y ∈ T :

— set bad

T ← T ∪ {y}
return y

LRF:

y
$←− {0, 1}n

T ← T ∪ {y}
return y

• T is initialized as the empty set

• Rewrite LRF into LRF’

; LRP into LRP’: AdvLRP;LRF(A) = AdvLRP’;LRF’(A)

• LRP’ and LRF’ are identical as long as bad is not set

• The fundamental lemma of game playing tells us:

Advind
LRP’;LRF’(A) ≤ Pr

(
ALRF’ sets BAD

)
≤ q(q − 1)

2n+1

20 / 80
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The Even-Mansour Construction [EM91, EM97, DKS12] (1/4)

The Even-Mansour (EM) construction is a generic way to build a block cipher from a

public permutation:

EM ∈ {0, 1}n

K ∈ {0, 1}n

C ∈ {0, 1}n = PM C

K K

• Encryption: XOR the plaintext with K, apply P, XOR the result with K again

• Decryption: same, using P−1 instead

21 / 80



The Even-Mansour Construction (2/4)

PM C

K K

SPRP security:

A

Real world (WR) Ideal world (WI )

EM±
K [P] E±

D enc/dec queries

• P is a public permutation

• Proof treats P as a uniformly random permutation

=⇒ Make P part of the oracles

• This also requires an ideal-world counterpart to compare against
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D enc/dec queries

T permutation queries

• P is a public permutation

• Proof treats P as a uniformly random permutation

=⇒ Make P part of the oracles

• This also requires an ideal-world counterpart to compare against =⇒ give access

to a random permutation, independent of the block cipher oracle
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The Even-Mansour Construction (3/4)

EM

K

C = PM C

K K

A

Real world (WR) Ideal world (WI )

E±
K P± E± P±

• Intuitively, things go wrong when an EM query and a permutation query collide

on the same underlying P-call
• Example: an EM query on M internally computes C := P(M⊕ K)⊕ K. If A later

queries O := P(M⊕ K), then they get C⊕ O = K

=⇒ can be turned into a key recovery attack
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The Even-Mansour Construction (4/4)

EM

K

C = PM C

K K

A

Real world (WR) Ideal world (WI )

E±
K P± E± P±

• As before, security reduces to a bad event.1 Writing TabPerm = {(X,Y )} for the
table of P-queries so far, bad is set when

• A query C← E(M) has M⊕ K ∈ dom(TabPerm) or C⊕ K ∈ rng(TabPerm)

• Or same as above, with the roles of E and Perm swapped

=⇒ AdvSPRP
EM (A) ≤ 2DT

2n

1Shown for PRP security; SPRP is analogous, just more cases
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The H-Coefficient Technique [Pat08, CS14]

• Ubiquitous in the literature

• Summarize A’s interaction into a transcript τ , and let

pre(τ) = Pr
(
AO yields τ

)
, pid(τ) = Pr

(
AI yields τ

)
• Split attainable τ into Tgood ⊔ Tbad. If

pre(τ)

pid(τ)
≥ 1− ε ∀τ ∈ Tgood, Pr

(
AI ∈ Tbad

)
≤ δ =⇒ Advind(A) ≤ ε+ δ

• Identical-until-bad: special case when pre(τ) = pid(τ),∀τ ∈ Tgood
• H-coefficient is more general, conceptually a bit different
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Authenticated Encryption



Encryption

Eplaintext P

key K

ciphertext C E−1ciphertext C

key K

plaintext P

• Encryption aims to achieve confidentiality

• Key is typically of fixed size

• Plaintexts/ciphertexts typically arbitrarily long

• Depending on the use-case, a diversifier may be necessary

• Example: CTR mode
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Message Authentication Code (MAC)

MACmessage M

key K

tag T Vfy
message M

tag T

key K

⊤ if (M,T ) correct

⊥ otherwise

• Message authentication code aims to achieve authenticity

• Tag T authenticates M

• Key and tag are typically of fixed size

• Message is typically arbitrarily long

• May also include a nonce

• Example: Wegman-Carter-Shoup
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Motivation

• In many cases we want both confidentiality and authenticity

• We can do it via generic composition [BN08]:

Encrypt-and-MAC Encrypt-then-MAC MAC-then-Encrypt

E

Ke

C

MAC

Km

T

P

EP

Ke

C

MAC

Km

T MAC

Km

T

E

Ke

C∥P

• Enc-and-MAC insecure, MAC-then-Encrypt not really, Enc-then-MAC fine

• But not necessarily the most efficient way, may be good to have a single primitive

doing those two jobs
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Authenticated Encryption with Associated Data (AEAD)

AEplaintext P

key K

nonce N

associated data A

ciphertext C

tag T

AE−1
ciphertext C

tag T

key K

nonce N

associated data A

P if T correct

⊥ otherwise

• Using key K:

• Ciphertext C encrypts plaintext P

• Tag T authenticates (N,A, P )

• Nonce N must not be repeated

• Unwrapping needs to satisfy that

• Plaintext disclosed if tag is correct

• Plaintext is not leaked if tag is incorrect
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Standard AEAD Security

A

Real world (WR) Ideal world (WI )

AEK AE−1
K $ ⊥

• Ideally, encryption should return random strings, and decryption never accept

fresh inputs

• In real world, secret key K
$←− {0, 1}k

• Distinguisher restrictions:

• Never queries the decryption oracle with a tuple (C, T,N,A) already output

by encryption oracle

• Never repeats a nonce for enc queries (dec queries are free)
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Example: GCM Mode (Simplified)

GHASHH

EK

N∥⟨1⟩

P1

C1

EK

N∥⟨2⟩

P2

C2

EK

N∥⟨ℓ⟩

Pℓ

Cℓ

· · · · · · EK

N∥⟨0⟩

A

T

H = EK(0128)

• Widely used (e.g., TLS, SSH, WPA3, . . . ), standardized in [Dwo07]

• GHASH: polynomial (addition and multiplication over finite field) with coefficients

computed from AD/CT blocks, evaluated at H (plus padding)

• E good PRP =⇒ security (no better than birthday bound [NOMI15])
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Nonce Reuse

In practice, nonces may get repeated:

• Counters need reliable state: reboots, rollbacks, several devices sharing one key

• Random nonces collide after ≈ 2m/2 encryptions (m: nonce size)

• Implementation or protocol bugs

Consequences for GCM if N repeats:

• Same keystream: C ⊕ C ′ = P ⊕ P ′ → confidentiality lost

• The two tags give a polynomial equation in H → may solve for H → forgeries

In real life: HTTPS servers repeating GCM nonces [BZD+16]; KRACK [VP17] forcing

nonce reuse in WPA2 =⇒ would be nice to have some degree of resistance against

nonce-reuse
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AES-GCM-SIV (Simplified Diaam)

POLYVALH

A P1 P2 Pℓ· · · · · · N

AESKe T

AESKe

T

P1

C1

AESKe

T + 1

P2

C2

AESKe

T + (ℓ− 1)

Pℓ

Cℓ

· · · · · ·
(H,Ke) derived from (K,N)

H: POLYVAL key

4

• Introduced in [GL15]; the diagram above shows its evolution AES-GCM-SIV (RFC

8452)

• Proved secure, even in the event of nonce reuse [IS17] 33 / 80



Key-Commitment

AEAD sometimes used in contexts outside of their intended use

• Example: Invisible salamanders [DGRW18] on Messenger message franking →
one ciphertext shows an abusive image to the recipient, and a harmless one to

Facebook when reported

• Key-commitment [BH22]:

(CMT-1) hard to find (K,N,A,M), (K ′, N ′, A′,M ′) with C = C ′ and K ̸= K ′

(CMT-4, also called context commitment) hard to find

(K,N,A,M) ̸= (K ′, N ′, A′,M ′) with C = C ′

• GCM fails: given K,K ′, GHASH is linear in C ⇒ solve one linear equation to

make both tags match

• Possible to generically repair a non-committing AEAD, e.g., [ADG+22]
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AEAD: Conclusion

• One primitive for confidentiality and authenticity, used everywhere

• Weak spot: nonces, one repetition can break security

• Misuse resistance (AES-GCM-SIV) limits the damage, but needs two passes

• Other requirements beyond “classical” security:

• key-commitment: the adversary chooses the keys

• release of unverified plaintext [ABL+14]: plaintext output before the tag is

checked

• leakage resilience: side channels
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Hash Functions



Hash Functions

message M H digest h\

∗

\

ν

• A hash function maps an arbitrarily long message M to a fixed-size digest h

• Generalized version: eXtendable Output Function (XOF)
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Merkle-Damg̊ard (MD) Construction [Mer89, Dam89]

F F · · · F

M1

IV

\

m

\

n

M2

\

n

· · · Mu

h

• Construction underlying the SHA-2 family

• Message is injectively padded and split into m-bit blocks,

which are processed iteratively via a compression function

F :{0, 1}n × {0, 1}m −→ {0, 1}n

(CV,M) −→ CV′

• F can be built with block ciphers, e.g., Davies-Meyer

ECVi

Mi

CVi+1

\

n

\

m
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SHA-2 in Practice

• F = Davies–Meyer with a dedicated block

cipher

• 64 rounds for SHA-224 and SHA-256, 80

rounds for the others

• Padding: 1, then 0’s, then the length

Function ν n m

SHA-224 224 256 512

SHA-256 256 256 512

SHA-384 384 512 1024

SHA-512 512 512 1024

SHA-512/256 256 512 1024
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Hash Function Security: Pre/SecPre/Col (1/2)

Preimage Resistance (Pre)

Given h, it should be hard to find M such that H(M) = h

Second Preimage Resistance (SecPre)

Given M , it should be hard to find M ′ ̸= M such that H(M ′) = H(M)

Collision Resistance (Col)

It should be hard to find M ′ ̸= M such that H(M ′) = H(M)

Those above statements are informal

Col for a fixed H: an adversary printing a hard-coded collision exists

→ [RS04]: hash family HK , seven notions for Pre, SecPre, Col with random or adversarial

key/target; Col needs a random key

→ [Rog06]: keep H unkeyed, give explicit reductions
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Hash Function Security: Pre/SecPre/Col (2/2)

Take MD Construction with 10∗ padding

F F F

m1

0

m2 m3∥10∗

MD(M)

F

m∥10∗

MD(M ′)

M = m1∥m2∥m3

• MDF with a random F is Pre/SecPre/Col

• Does not imply security in every use-case due to length extensions attacks

• Note: MD can be repaired with small modifications (truncation, prefix-free

padding, MDP,. . . ), or using HMAC

• What we really want: our hash function behaves like a random oracle

40 / 80



Hash Function Security: Pre/SecPre/Col (2/2)

Take MD Construction with 10∗ padding

F F F

m1

0

m2 m3∥10∗

MD(M)

F

m∥10∗

MD(M ′)

M = m1∥m2∥m3

• MDF with a random F is Pre/SecPre/Col

• Does not imply security in every use-case due to length extensions attacks

• Note: MD can be repaired with small modifications (truncation, prefix-free

padding, MDP,. . . ), or using HMAC

• What we really want: our hash function behaves like a random oracle

40 / 80



Hash Function Security: Pre/SecPre/Col (2/2)

Take MD Construction with 10∗ padding

F F F

K

0

p1 p2∥10∗

MD(M)

F

m∥10∗

MD(M ′)

M = K∥p1∥p2

• MDF with a random F is Pre/SecPre/Col

• Does not imply security in every use-case due to length extensions attacks

• Note: MD can be repaired with small modifications (truncation, prefix-free

padding, MDP,. . . ), or using HMAC

• What we really want: our hash function behaves like a random oracle

40 / 80



Hash Function Security: Pre/SecPre/Col (2/2)

Take MD Construction with 10∗ padding

F F F

K

0

p1 p2∥10∗

MD(M)

F

m∥10∗

MD(M ′)

M = K∥p1∥p2

• MDF with a random F is Pre/SecPre/Col

• Does not imply security in every use-case due to length extensions attacks

• Note: MD can be repaired with small modifications (truncation, prefix-free

padding, MDP,. . . ), or using HMAC

• What we really want: our hash function behaves like a random oracle

40 / 80



Hash Function Security: Pre/SecPre/Col (2/2)

Take MD Construction with 10∗ padding

F F F

K

0

p1 p2∥10∗

MD(M)
F

m∥10∗

MD(M ′)

M ′ = K∥p1∥p2∥10∗∥m

• MDF with a random F is Pre/SecPre/Col

• Does not imply security in every use-case due to length extensions attacks

• Note: MD can be repaired with small modifications (truncation, prefix-free

padding, MDP,. . . ), or using HMAC

• What we really want: our hash function behaves like a random oracle

40 / 80



Hash Function Security: Pre/SecPre/Col (2/2)

Take MD Construction with 10∗ padding

F F F

K

0

p1 p2∥10∗

MD(M)
F

m∥10∗

MD(M ′)

M ′ = K∥p1∥p2∥10∗∥m

• MDF with a random F is Pre/SecPre/Col

• Does not imply security in every use-case due to length extensions attacks

• Note: MD can be repaired with small modifications (truncation, prefix-free

padding, MDP,. . . ), or using HMAC

• What we really want: our hash function behaves like a random oracle

40 / 80



Hash Function Security: Pre/SecPre/Col (2/2)

Take MD Construction with 10∗ padding

F F F

K

0

p1 p2∥10∗

MD(M)
F

m∥10∗

MD(M ′)

M ′ = K∥p1∥p2∥10∗∥m

• MDF with a random F is Pre/SecPre/Col

• Does not imply security in every use-case due to length extensions attacks

• Note: MD can be repaired with small modifications (truncation, prefix-free

padding, MDP,. . . ), or using HMAC

• What we really want: our hash function behaves like a random oracle
40 / 80



Random Oracle

A random oracle RO keeps internally a database of input-output tuples, initially empty

Fresh query (x, ℓ): uniformly random ℓ bits

x1 7→ 01101

x2 7→ 100

x3 7→ 1101

(x3, 4) 1101

Query (x, ℓ) with known x: consistent answer, sample fresh bits as needed

x1 7→ 01101

x2 7→ 100

x3 7→ 1101

(x3, 3) 110

x1 7→ 01101

x2 7→ 100

x3 7→ 1101 10

(x3, 6) 110110
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Hash Function Security: a RO-like Hash Function?

• To be secure in all use-cases, we want the hash function to behave like a random

oracle

• Many security proofs model the hash function as such

• But no concrete hash function can: it has a short description, a random oracle has

none. This was used to build schemes provably secure in the ROM and broken for

every instantiation [CGH04]

• Still, we would like to argue that the construction rules out generic attacks that

treat the underlying primitive as a black-box

=⇒ Indifferentiability!
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• Still, we would like to argue that the construction rules out generic attacks that

treat the underlying primitive as a black-box =⇒ Indifferentiability!
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Indifferentiability [MRH04, CDMP05] (1/2)

States that a hash function construction H based on a random primitive F behaves

like a random oracle RO in any single-stage game 2

A

Real world (WR) Ideal world (WI )

H F RO S

• H is indifferentiable from RO for some simulator S whenever any A can

distinguish the two worlds only with a negligible probability

• Advantage is denoted as Advindiff
H,S (A)

2See [RSS11] for examples where composition fails
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Indifferentiability (2/2)

A

Real world (WR) Ideal world (WI )

H F RO S

• For any single-stage game, indifferentiability allows to replace (HF ,F) with
(RO,S[RO])

• In particular, for atk ∈ {pre, secpre, col}, we have

Advatk
H (A) ≤ Advindiff

H,S (A′) +Advatk
RO(A′′)

for some A′ and A′′ with comparable resources
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Sponges



The Sponge and Cryptographic Competitions

Also: Arithmetization-Oriented Sponges,

e.g., [GKR+21, BBC+23, GKL+22]

–2007 Introduction of sponge [BDPV07]

–2007 SHA-3 competition begins

Call for hashing

–2011 Introduction of the duplex with SpongeWrap [BDPV11a]

–2012 SHA-3 competition ends

Keccak selected as winner (NIST FIPS PUB 202)

–2013 CAESAR competition begins

Call for AEAD; 57 submissions, of which ≈ 10 sponge/duplex-based

–2019 CAESAR competition ended

Ascon won in the category lightweight
–2019 NIST lightweight crypto competition begins

Call for AEAD (optional hashing)

57 submissions, of which ≈ 22 sponge/duplex-based

–2023 NIST Lightweight crypto competition ends

Ascon selected as overall winner (NIST SP 800-232)
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The Sponge Construction

0

0

P P

· · ·

· · ·

P P

· · ·

· · ·

m1 m2 m3 mα z1 z2

\

r

\
c

• Permutation of size b = r + c bits:

• rate r: outer part of the state (efficiency parameter)

• capacity c: inner part of the state (security parameter)

• The message is padded with a sponge-compliant padding (e.g., 10∗)
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Indifferentiability Security of the Sponge [BDPV08]

• There exists S (using at most q RO-queries) s.t., for any A with query

budget q:a

Advindiff
Sponge,S(A) ≤

2q(q + 1)

2c

• When truncating the output to ν bits, this implies

• Col security up to ≈ min{2ν/2, 2c/2} evaluations

tight

• SecPre security up to ≈ min{2ν , 2c/2} evaluations

tight

• Pre security up to ≈ min{2ν , 2c/2} evaluations

not tight, needs a

dedicated proof [LM22]: secure up to ≈ min
{
2ν ,max{2ν−r, 2c/2}

}

• Matching attacks already described by [BDPV07]

aI.e., the number of permutation calls that would be induced in the real world
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Collision Attack [BDPV07]

0

0

P P

· · ·

· · ·

P P

· · ·

· · ·

\

r

\
c

M (i)

Z
(i)
1 = Z

(j)
1 Z

(i)
2 = Z

(j)
2

S(i) c
= S(j) Z(i) = Z(j)

• Absorb 2c/2 different message blocks

• With high probability, there exists S(i) ̸= S(j) that collide on their inner part

• Compensate the difference in the outer part with ∆(i) = ⌈S(i)⌉r, ∆(j) = ⌈S(j)⌉r
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SHA-3 in Practice

• P = Keccak-f [1600]: b = 1600,

24 rounds

• Padding: domain bits (01 for SHA-3,

1111 for SHAKE) then 10∗1

Function r c

SHA3-224 1152 448

SHA3-256 1088 512

SHA3-384 832 768

SHA3-512 576 1024

SHAKE128 1344 256

SHAKE256 1088 512

• SHA3-n uses c = 2n

• SHAKE: output length free (a XOF)

• RFC 9861: specifies KangarooTwelve and TurboSHAKE (round reduced versions

of SHA-3)
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Inside Keccak-f [1600]

State: 5× 5 lanes of 64 bits; 24 rounds of ι ◦ χ ◦ π ◦ ρ ◦ θ

• θ: XOR each bit the bitwise sum of the parities of

two columns → diffusion

• ρ: translations within the lanes → inter-slice

dispersion

• π: transpose the lanes → breaks alignment

(long-term diffusion)

• χ: xi ← xi ⊕ (¬xi+1 ∧ xi+2) on rows → only

nonlinear step (algebraic degree 2)

• ι: XOR a round constant into one lane → breaks

symmetry between rounds

Figures: Keccak team, keccak.team/figures.html (CC BY 4.0)50 / 80

https://keccak.team/figures.html
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Sponge-Based PRF Constructions
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• The sponge can be tweaked

to build a pseudorandom function

• Blackbox invocation of sponge with input K∥M
• Useful for MAC or keystream generation

• The construction is named Outer Keyed Sponge [BDPV11b]
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Outer Keyed Sponge: Security
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\
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c

• PRF security of OKS can be deduced from indifferentiability . . .

• . . . but indifferentiability does not distinguish between offline and online

complexities

• A dedicated analysis yields a tighter bound [GPT15, ADMV15, NY16, Men18].

Ignoring constant/log factors, and assuming qoff ≥ qon:

AdvPRF
OKS(A) = Õ

(qoff
2k

+
qoffqon
2c

)
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Sponge-Based PRF Constructions: Optimizations
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K2 m1 m2 mα

m1 m2 m3 mα

z1 z2 z3

A long line of research showed:

• State may be initialized with key, in various ways [BDPV12, DM24], . . .

• May absorb over the entire state [BDPV11b, BDPV12, CDH+12, ADMV15], . . .

• . . . without decreasing generic security. Also, security bounds that capture

fine-grained adversarial power were conducted
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Sponge-Based PRF Constructions: Optimizations

Recently: squeezing can also be optimized, extracting more than r bits per

permutation call without losing generic security (MacaKey [LB25])
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Sponge-Based AEAD Constructions
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• The sponge can be tweaked

for authenticated encryption purposes

• The first construction to achieve that is named SpongeWrap [BDPV11a]3

• Built on top of the duplex [BDPV11a], a sort of online version of the sponge

3Figure simplifies SpongeWrap
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Full-State Keyed Duplex [DMV17]

(picture taken from Bart Mennink’s talk Understanding the Duplex and Its Security) [Men23]

• Very general object that captures a lot of use-cases for keyed applications4

• Bounds parametrized by various use-cases, complex to interpret

4Unkeyed versions of the (not full-state) duplex were also treated, see [DFG23]
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Ascon-AEAD128 – NIST SP 800-232 [SMKK25]
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initialization associated data plaintext finalization

Variant of SpongeWrap

• b = 320, m, t = 128, c = 192, r = 128, k = 128

• Initial and final permutations are stronger than inner ones

• Additional key blindings around “outer” permutations =⇒ better authen-

ticity and leakage resilience
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Accordion Modes



Motivation: NIST’s Review of AES and Its Modes

In 2021, NIST began reviewing the AES standard and the SP 800-38 modes

Some findings [MD24]

• Data limits are increasingly relevant [Dwo07]:

• at most 239 − 256 bits per GCM call

• at most 232 calls per key with random IVs (or IVs that are not 96 bits)

• Security expectations have evolved: growing demand for key- and

context-committing AEAD

One implication: new constructions are needed that have more robust security, and

scale to larger data volumes =⇒ accordions are a promising solution

NIST IR 8459, Report on the Block Cipher Modes of Operation in the NIST SP 800-38 Series (2024).
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Accordions: The Idea (1/2)

M

n bits

E

key K

C

n bits

• A block cipher only enciphers inputs of one size: n bits

• We would like the same object for messages of any length

. . .

• . . . a cipher that stretches to the length of the message: an accordion!
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Accordions: The Idea (2/2)

Amessage M

key K

tweak T

ciphertext C A−1ciphertext C

key K

tweak T

message M

• Formally: a tweakable variable-input-length wide block cipher (TVIL-WBC) built

from a block cipher E [CDD+25]

• For all K, T and allowed ℓ: A(K,T, ·) is a permutation of {0, 1}ℓ =⇒
|C| = |M |

• Intuition: changing any bit of the input randomizes every bit of the output

(unlike, e.g., CTR)
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Accordion Security

A

Real world Ideal world

A±
K Π̃±

• Same game as for SPRP security, but tweakable and variable-input-length

• Real world: K
$←− {0, 1}k, queries enc(T, x) and dec(T, x) answered with

A±(K,T, ·)
• Ideal world: for each distinct (T, |x|), an independent random permutation Π̃T,|x|

of {0, 1}|x|
• A’s resources: q queries, σ blocks in total, running time t

AdvTSPRP
A (A) =

∣∣∣Pr
(
AA±(K,·,·) → 1 : K

$←− {0, 1}k
)
−Pr

(
AΠ̃±

→ 1
)∣∣∣
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Many Functionalities

Application

TLS, disk encryption, . . .

Derived function

(deterministic) AEAD, tweakable encryption, . . .

Accordion A

Block cipher E

• A derived function is an input encoding

that enables a specific functionality from

the accordion [CDD+25]

• Separates enciphering from the role of

each input (plaintext, AD, nonce, . . . )
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Derived Functions: Examples

A

key K

0τplaintext P

message

nonce N assoc. data A

tweak

ciphertext C

Encode-then-encipher [BR00] add redundancy, then encipher

• AEAD: tweak = (N,A), message = P∥0τ ; decryption checks the τ zeros

• Deterministic AE (e.g., key wrapping [RS06]): no tweak needed, message

= K ′∥0τ

• Tweakable encryption (storage): tweak = index of the data unit, message = its

content; no expansion, and changing the tweak should be cheap
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Derived Functions: Examples

A

key K

data unit (sector)

message

sector index i

tweak

ciphertext C

Encode-then-encipher [BR00] add redundancy, then encipher

• AEAD: tweak = (N,A), message = P∥0τ ; decryption checks the τ zeros

• Deterministic AE (e.g., key wrapping [RS06]): no tweak needed, message

= K ′∥0τ

• Tweakable encryption (storage): tweak = index of the data unit, message = its
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AEAD from an Accordion: What Do We Get?

With C = A
(
K, (N,A), P∥0τ

)
, assuming a good TSPRP:

• Confidentiality: ok

• Authenticity: a forgery must decrypt to τ zeros, which happens w.p. ≈ 2−τ per

attempt

• Nonce-misuse resistance: repeating (N,A, P ) only reveals that the plaintexts

are equal

• Key-commitment: not implied (the adversary knows the keys!) =⇒ has to be

proven separately (may follow from, e.g., indifferentiability)
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Requirements [CDD+25]

Besides the aforementioned requirements, the accordion should operate on an

underlying block cipher, which

• Can take advantage of AES instructions

• Simplifies the security analysis: reduce to the SPRP security of E

• Has a solid base of existing research

In addition it should have nice performance:

• Target: not significantly more than twice the cost of GCM

• Parallelizable, small overhead on short inputs
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Intermezzo: Feistel Networks (1/2)

L

R

F1 F2 F3

L3

R3

• Used, among others, for designing block ciphers: DES, Blowfish, Camellia, . . .

• One round on 2n bits: (L,R) 7→ (R, L⊕ Fi(R))

• Fi is a keyed function

• Invertible, even if the Fi’s are not
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Intermezzo: Feistel Networks (2/2)

L

R

F1 F2 F3

F4

L3

R3

• Luby–Rackoff [LR88]: with independent random functions Fi : {0, 1}n → {0, 1}n,
• 3 rounds: PRP, 4 rounds: SPRP, with advantage ≲ q2/2n (birthday bound

on the half-block)

• Naor–Reingold [NR99]: first and last rounds can be replaced by cheap

pairwise-independent permutations =⇒ universal hashing

• Unbalanced Feistel: branches of different sizes (n and ℓ− n bits) =⇒ variable

input length!
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NIST Choice: HCTR2 [CHB21] (1/3)

M N
n ℓ− n

Hh

T

EK

MM

UU

L

XCTRK
S

Hh

T

U V

• Crowley, Huckleberry, Biggers (Google,

2021); fixes two bugs of HCTR [WFW05]

• Deployed in Linux Kernel

• Unbalanced Feistel-like network: narrow

branch n bits, wide branch ℓ− n bits

• Takes as input any length ℓ ≥ n

• P = M∥N with |M | = n, C = U∥V
• One key: h = EK(⟨0⟩), L = EK(⟨1⟩)
• Hh: polynomial hash (uses POLYVAL)

• XCTRK(S) =

EK(S ⊕ ⟨1⟩)∥EK(S ⊕ ⟨2⟩)∥ · · ·

68 / 80



NIST Choice: HCTR2 [CHB21] (1/3)

M N
n ℓ− n

Hh

T

EK

MM

UU

L

XCTRK
S

Hh

T

U V

• Crowley, Huckleberry, Biggers (Google,

2021); fixes two bugs of HCTR [WFW05]

• Deployed in Linux Kernel

• Unbalanced Feistel-like network: narrow

branch n bits, wide branch ℓ− n bits

• Takes as input any length ℓ ≥ n

• P = M∥N with |M | = n, C = U∥V
• One key: h = EK(⟨0⟩), L = EK(⟨1⟩)
• Hh: polynomial hash (uses POLYVAL)

• XCTRK(S) =

EK(S ⊕ ⟨1⟩)∥EK(S ⊕ ⟨2⟩)∥ · · ·

68 / 80



NIST Choice: HCTR2 [CHB21] (1/3)

M N
n ℓ− n

Hh

T

EK

MM

UU

L

XCTRK
S

Hh

T

U V

• Crowley, Huckleberry, Biggers (Google,

2021); fixes two bugs of HCTR [WFW05]

• Deployed in Linux Kernel

• Unbalanced Feistel-like network: narrow

branch n bits, wide branch ℓ− n bits

• Takes as input any length ℓ ≥ n

• P = M∥N with |M | = n, C = U∥V
• One key: h = EK(⟨0⟩), L = EK(⟨1⟩)

• Hh: polynomial hash (uses POLYVAL)

• XCTRK(S) =

EK(S ⊕ ⟨1⟩)∥EK(S ⊕ ⟨2⟩)∥ · · ·

68 / 80



NIST Choice: HCTR2 [CHB21] (1/3)

M N
n ℓ− n

Hh

T

EK

MM

UU

L

XCTRK
S

Hh

T

U V

• Crowley, Huckleberry, Biggers (Google,

2021); fixes two bugs of HCTR [WFW05]

• Deployed in Linux Kernel

• Unbalanced Feistel-like network: narrow

branch n bits, wide branch ℓ− n bits

• Takes as input any length ℓ ≥ n

• P = M∥N with |M | = n, C = U∥V
• One key: h = EK(⟨0⟩), L = EK(⟨1⟩)
• Hh: polynomial hash (uses POLYVAL)

• XCTRK(S) =

EK(S ⊕ ⟨1⟩)∥EK(S ⊕ ⟨2⟩)∥ · · ·

68 / 80



NIST Choice: HCTR2 [CHB21] (1/3)

M N
n ℓ− n

Hh

T

EK

MM

UU

L

XCTRK
S

Hh

T

U V

• Crowley, Huckleberry, Biggers (Google,

2021); fixes two bugs of HCTR [WFW05]

• Deployed in Linux Kernel

• Unbalanced Feistel-like network: narrow

branch n bits, wide branch ℓ− n bits

• Takes as input any length ℓ ≥ n

• P = M∥N with |M | = n, C = U∥V
• One key: h = EK(⟨0⟩), L = EK(⟨1⟩)
• Hh: polynomial hash (uses POLYVAL)

• XCTRK(S) =

EK(S ⊕ ⟨1⟩)∥EK(S ⊕ ⟨2⟩)∥ · · ·

68 / 80



NIST Choice: HCTR2 (2/3)

M N
n ℓ− n

Hh

T

EK

MM

UU

L

XCTRK
S

Hh

T

U V

• Hash: MM = M ⊕ Hh(T,N)

• Encrypt: UU = EK(MM),

V = N ⊕ XCTRK(MM ⊕ UU ⊕ L)

• Hash: U = UU ⊕ Hh(T, V )

• Decryption: same picture upside down,

E−1K only on the narrow branch
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E−1K only on the narrow branch
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NIST Choice: HCTR2 (3/3)

TSPRP Security [CHB21]: for any A making q queries of σ blocks in total,

AdvTSPRP
HCTR2[E](A) ≤ AdvSPRP

E (A′) +
3σ2 + 2qσ + q2 + 7σ + 2

2n+1

for some A′ making σ + 2 queries

• Standard model: security reduces to the SPRP security of the inner primitive

• Proof with H-coefficient technique

Key-Commitment proven separately, latest result from CRYPTO 2026 [CCH+26]
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NIST Plan [Nat25]

HCTR2 with AES (n = 128)

= Acc128

ready to standardize, but birthday bound: ≤ 248 bits per key

more security?

1. Wider block

HCTR2 with Rijndael-256 = Acc256

2. Beyond birthday bound

HCTR-based mode with AES = BBBAcc

same mode, n = 256

=⇒ birthday bound = 128 bits

but a less studied cipher

e.g. HCTR2-TwKD, Cascaded

HCTR2 [CHM+25]

but more complex; often BBB only

if a tweak is not reused too much
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Side Quest: Rijndael-256

• AES = Rijndael restricted to 128-bit blocks; Rijndael supports blocks and keys

from 128 to 256 bits

• 128-bit blocks =⇒ birthday-bound limits on the data per key

• December 2024: NIST proposes to standardize Rijndael-256 [Nat24]: 256-bit

block, 256-bit key, same design and high-level round structure as AES (14 rounds)
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Accordions: Conclusion

• Accordion = tweakable wide block cipher from a block cipher: one primitive,

many derived functions (AEAD, storage encryption, key wrapping, . . . )

• Encode-then-encipher turns it into robust AE

• The price: several passes

• NIST: HCTR2-based Acc128 first, then Acc256 (with Rijndael-256) and BBBAcc

• This is an on-going standardization effort
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Conclusion



What About Quantum Computers? (1/3)

• Some public-key crypto (RSA, ECC) is broken by Shor’s algorithm

=⇒ new post-quantum standards

• Symmetric crypto is generally less affected

• Best generic attack: Grover, finds a k-bit key in ≈ 2k/2 steps instead of 2k

• Grover parallelizes badly

• Conservative choice anyway: 256-bit keys (AES-256), longer hashes

(SHA-384/512, sponges with c = 512)
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What About Quantum Computers? (2/3)

Doubling the key size is not always enough!

• Two models: Q1 = quantum computer, but classical queries to the keyed oracle;

Q2 = superposition queries (stronger, debatable in practice)

• Q2: Simon’s algorithm finds a hidden period in polynomial time, whatever the key

size:

• distinguishes the 3-round Feistel (Luby–Rackoff PRP) [KM10]

• recovers the key of (single-iterated) Even–Mansour [KM12]

• many constructions are broken, see this talk

• Q1: Simon still helps “offline” [BHN+19], e.g. [BSS22]
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What About Quantum Computers? (3/3)

Proofs against quantum adversaries are sometimes harder

• Easy case (Q1, standard model): the adversary sends classical queries to the

device, and we reduce to the SPRP security of the block cipher =⇒ the classical

proof carries over (but the underlying assumption is stronger)

• Hard case: Q2 or ideal models, where the adversary evaluates the public primitive

itself, hence in superposition

• “lazy sampling” does not carry over easily, especially for permutations

• The sponge was proven quantum indifferentiable only in 2025 [ACMT25],

with a loose bound: we don’t know if the bound is tight

Symmetric crypto is in ± good shape, but our understanding still needs refining
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Lightweight Cryptography (1/2): Why?

• Crypto now runs on extremely constrained devices:

RFID tags, IoT sensors, medical implants, transport

tickets, supply-chain tracking, . . .

• AES got massive speedups, but not always enough

• Many dimensions to optimize:

• area (GE, FPGA slices, RAM/ROM)

• energy, power

• latency (memory encryption)

• short messages (e.g., 96-bit EPC)

• side channels (attacker holds the device!)

security

cost

area, energy

performance

latency, throughput

pick your

trade-off

77 / 80



Lightweight Cryptography (1/2): Why?

• Crypto now runs on extremely constrained devices:

RFID tags, IoT sensors, medical implants, transport

tickets, supply-chain tracking, . . .

• AES got massive speedups, but not always enough

• Many dimensions to optimize:

• area (GE, FPGA slices, RAM/ROM)

• energy, power

• latency (memory encryption)

• short messages (e.g., 96-bit EPC)

• side channels (attacker holds the device!)

security

cost

area, energy

performance

latency, throughput

pick your

trade-off

77 / 80



Lightweight Cryptography (1/2): Why?

• Crypto now runs on extremely constrained devices:

RFID tags, IoT sensors, medical implants, transport

tickets, supply-chain tracking, . . .

• AES got massive speedups, but not always enough

• Many dimensions to optimize:

• area (GE, FPGA slices, RAM/ROM)

• energy, power

• latency (memory encryption)

• short messages (e.g., 96-bit EPC)

• side channels (attacker holds the device!)

security

cost

area, energy

performance

latency, throughput

pick your

trade-off

77 / 80



Lightweight Cryptography (1/2): Why?

• Crypto now runs on extremely constrained devices:

RFID tags, IoT sensors, medical implants, transport

tickets, supply-chain tracking, . . .

• AES got massive speedups, but not always enough

• Many dimensions to optimize:

• area (GE, FPGA slices, RAM/ROM)

• energy, power

• latency (memory encryption)

• short messages (e.g., 96-bit EPC)

• side channels (attacker holds the device!)

security

cost

area, energy

performance

latency, throughput

pick your

trade-off

77 / 80



Lightweight Cryptography (2/2): How?

Push the designs to their limits:

• simple operations; many iterations of very simple rounds, simple key schedules

• smaller parameters

• smaller security margins by design =⇒ many of them broken

Examples

• Block ciphers: NOEKEON, PRESENT, PRINCE (low latency), SKINNY and

GIFT (tweakable / smaller), SIMON

• Ascon

The choice of a primitive depends also on the deployment context
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A Few Initiatives / Competitions / Standardization Efforts (non-exhaustive)

–1997–00 AES (NIST): Rijndael

–2000–03 NESSIE (EU): block ciphers, MACs, hashes

–2004–08 eSTREAM (ECRYPT): stream ciphers (Salsa20, Trivium, . . . )

–2007–12 SHA-3 (NIST): Keccak

–2013–15 PHC: password hashing, Argon2

–2013–19 CAESAR: authenticated encryption (Ascon, AEGIS, Deoxys-II, . . . )

–2018–23 Lightweight (NIST): Ascon

–2023– Accordions (NIST)
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Take-Home Messages

• A handful of recurring design patterns: SPNs, Feistel, Even–Mansour, sponge and

duplex, . . .

• A security proof only holds in its model (nonce-respecting adversaries,

key-commitment, classical vs Q1 vs Q2, . . . ) and should be interpreted with care

• The choice of an algorithm depends on the deployment context, not only on the

target security level

• Standardization efforts and competitions stir a lot of research

• Symmetric crypto is maybe more stable than public-key crypto, but there is still a

lot to explore
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On the Indifferentiability of the Sponge Construction.

In Nigel P. Smart, editor, Advances in Cryptology - EUROCRYPT 2008,

27th Annual International Conference on the Theory and Applications of

Cryptographic Techniques, Istanbul, Turkey, April 13-17, 2008.

Proceedings, volume 4965 of Lecture Notes in Computer Science, pages

181–197. Springer, 2008.

80 / 80



References vi

[BDPV11a] Guido Bertoni, Joan Daemen, Michaël Peeters, and Gilles Van Assche.
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Permutation-based encryption, authentication and authenticated

encryption.

Directions in Authenticated Ciphers, July 2012.

80 / 80



References viii

[BH22] Mihir Bellare and Viet Tung Hoang.

Efficient Schemes for Committing Authenticated Encryption.

In Orr Dunkelman and Stefan Dziembowski, editors, Advances in

Cryptology - EUROCRYPT 2022 - 41st Annual International Conference

on the Theory and Applications of Cryptographic Techniques, Trondheim,

Norway, May 30 - June 3, 2022, Proceedings, Part II, volume 13276 of

Lecture Notes in Computer Science, pages 845–875. Springer, 2022.

80 / 80



References ix

[BHN+19] Xavier Bonnetain, Akinori Hosoyamada, Maŕıa Naya-Plasencia, Yu Sasaki,
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